
https://helda.helsinki.fi

Re-humanizing the platform : Content moderators and the logic

of care

Ruckenstein, Minna

2020-06

Ruckenstein , M & Turunen , L 2020 , ' Re-humanizing the platform : Content moderators

and the logic of care ' , New Media & Society , vol. 22 , no. 6 , 1461444819875990 , pp.

þÿ�1�0�2�6 ��1�0�4�2� �.� �h�t�t�p�s�:�/�/�d�o�i�.�o�r�g�/�1�0�.�1�1�7�7�/�1�4�6�1�4�4�4�8�1�9�8�7�5�9�9�0

http://hdl.handle.net/10138/317845

https://doi.org/10.1177/1461444819875990

cc_by_nc

publishedVersion

Downloaded from Helda, University of Helsinki institutional repository.

This is an electronic reprint of the original article.

This reprint may differ from the original in pagination and typographic detail.

Please cite the original version.



https://doi.org/10.1177/1461444819875990

new media & society
 1 –17

© The Author(s) 2019

Article reuse guidelines:  
sagepub.com/journals-permissions
DOI: 10.1177/1461444819875990

journals.sagepub.com/home/nms

Re-humanizing the  
platform: Content  
moderators and the  
logic of care

Minna Ruckenstein   
Linda Lisa Maria Turunen 
University of Helsinki, Finland

Abstract
With the goal of re-humanizing discussion platform operations, this study explores 
the knowledge and aims of commercial content moderators by reframing their work-
related ideals through the notion of the “logic of care.” In seeking to expand their 
professional realm by realigning users, moderators, and technical tools, moderators of 
discussion forums have turned to machines, ideally freeing up resources for real-time 
interaction between moderators and those who post. By focusing on care, the study 
calls for technical innovation that integrates moderators’ aims with artificial intelligence 
systems. Rather than acknowledging human skills and resources in terms of moderation 
tools and discussion culture, the current platform logic forces moderators to operate 
like machines. Their discontent becomes understandable within a logic that diminishes 
their skills and vision. The moderator is left with assessing separate posts, rather than 
offering a meta-perspective to the discussion, overseeing and nurturing it.

Keywords
Artificial intelligence systems, content moderation, Finland, human–machine 
collaboration, ideal work, logic of care, platform

Introduction

With growing concerns over misinformation and hate speech, discussion platforms face 
increasing political pressure to govern online communication. Simultaneously, however, 
conversations should be instantly public to strengthen the “real time” of social media 
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(Carmi, 2019; Kaplan and Haenlein, 2010). In the intersection of these diverse pursuits 
lies an area of work—content moderation—which is central for understanding the social 
and political tensions of current online cultures (Gillespie, 2018; Roberts, 2018, 2019). 
Recent research has examined content moderators as the hidden custodians of platforms, 
the unseen and silent guardians who maintain order and safety by overseeing visual and 
textual user-generated content (Gillespie, 2018; Klonick, 2017; Myers West, 2018; 
Roberts, 2016, 2019). We add to this approach a perspective that interrupts the connection 
between moderators’ work and the dominant platform logic, exploring the knowledge and 
aims of commercial content moderators by reframing their work-related ideals with the 
notion of the “logic of care” elaborated by Annemarie Mol (2008).

The definition of platforms that guides this research is informed by Tarleton Gillespie’s 
(2018) description of them as online services that “host, organize, and circulate users 
shared content or social interactions for them” (p. 18) and that “moderate the content and 
activity of users, using some logistics of detection, review and enforcement” (p. 21). 
Within these broad parameters, such platforms vary considerably, but what is crucial is 
the recurring logic with which they organize moderators’ work. With the focus on care, 
we seek to go beyond that logic and re-humanize platform operations, making visible the 
human forces and ideals that the logic efficiently conceals (Carmi, 2019; Gray and Suri, 
2019). In the context of content moderation, humans are involved in designing and 
implementing moderation software, also training machines and making decisions about 
online content. The move toward re-humanizing is a starting point for exploring the 
complexities of content moderation by re-establishing the human as a critical and crea-
tive actor in current and future platform arrangements.

We use the content moderators’ perspective—their frustrations and discontents, and 
also their creativity and innovative thinking—to explore the insufficient and failed gov-
ernance of platforms. By doing so, we expand the exploration of content moderation 
practices by arguing that the logic of care is central to moderators’ understandings of how 
to govern online cultures productively. Mol (2008) outlines the logic of care as a differ-
ent mode of thinking than the logic of choice, the dominant logic that we tend to follow 
when making judgments regarding autonomy and empowerment, and one that prevails 
when we choose from clearly demarcated options (Mol, 2008: 85). Significantly, the 
logic of care is not intrinsically better than the logic of choice. Yet, as an open-ended 
process, the logic of care is better equipped to deal with unpredictable events, flaws, and 
uncertainties (Mol, 2008: 95). This kind of open-endedness is particularly important in 
the current situation, characterized as it is by unresolved legal, political, and cultural ten-
sions, with automated systems transforming the field of content moderation and intro-
ducing new kinds of human–machine associations (Gollatz et al., 2018).

We approach content moderation from its global margins with the aid of Finnish 
moderators—who mainly work for local companies—and suggest that their perspective 
tells a generalizable story of how current moderation practices distance moderators 
from the logic of care that they see as necessary for sustaining a healthy public culture. 
As we will argue, the logic of care materializes in moderation practices that fail and 
adjust, shape and reshape. In terms of content moderation, care allows moderation prac-
tices to go back and forth, to openly seek an outcome and a result. By building on our 
empirical material, we demonstrate that cultivating discussions is still at the heart of 
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how content moderation is imagined by professional moderators who care about their 
work and the future of online culture. From this perspective, commercial content mod-
eration has similar aims as community moderation, seeking to support and nurture the 
online conversation with situated practices (Seering et al., 2019). This aspect of mod-
eration is increasingly difficult to see, however, when content moderators are “trained 
to become algorithms, hidden from users and other actors” (Carmi, 2019: 454), their 
tasks are outsourced to workers in developing countries (Roberts, 2019), or the removal 
of undesirable content is delegated to artificial intelligence (AI) systems.

In the shadows of global platforms, Finnish moderators work for text-based online 
forums, owned by media companies, where Finns comment public affairs and talk about 
their daily struggles and interests. In the Finnish case, the moderation of textual material 
cannot be as easily outsourced to low-wage locations due to language specificity. 
Therefore, moderators are privileged in terms of decent incomes, and also closer to the 
life-worlds of writers: their work is often guided by an outspoken empathy for those who 
post. While the company puts economic pressure on moderators to constitute an efficient 
cleaning force, the moderators are keen to represent themselves as human interpreters by 
relating to and addressing the aims and needs of people online.

Max Weber (1949) famously drew the distinction between “real” and “ideal” types. 
The ideal type is formed of elements of a given phenomenon, but it is not meant to cor-
respond to all of its real-life characteristics; rather, it underlines valued aspects of it. We 
argue that Finnish moderators have an ideal construct of work that helps them to navi-
gate the social and economic reality of which they are part, and also see beyond it to 
what their work could be like, if it actually improved the conversational culture. By 
focusing on the perspective of content moderators rather than the platform or the user, 
we enter a scholarly realm where it matters how people think, feel, and act profession-
ally and in organizations (Du Gay, 1997). As we suggest, advancing a perspective that 
calls for alternatives to current moderation practices demonstrates the fractured and 
failed character of current arrangements and draws attention to the ways in which they 
could be repaired. Here, we build on research that approaches failure as a new begin-
ning, rather than as a breakdown or an endpoint. As Stephen Jackson (2014: 174), an 
STS scholar, asks, “what happens when we take erosion, breakdown, and decay, rather 
than novelty, growth, and progress, as our starting points in thinking through the nature, 
use, and effects of information technology and new media?” In our view, failure and 
associated brokenness provides a basis for repair work, ideally leading to more robust 
socio-technical innovation (Pink et al., 2018; Tanweer et al., 2016). Applying broken 
world thinking to content moderation pushes us to query the failures of moderation 
practices and consequent repair work, emphasizing the organic and incomplete nature 
of digital technologies. With the aid of content moderators, we are offered a perspective 
that bypasses the economic imperatives of targeted advertising and the policy fixes that 
promote accelerated content removal but fail to question the logic with which content 
moderation is practiced.

The article begins by describing our ethnographic data collection in detail, after which 
the theoretical frame guiding the paper—the logic of care—will be presented. Even if 
platforms circulate their policies concerning content moderation, they are reluctant to 
describe in detail the human and machine forces involved in practice (Roberts, 2018, 
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2019). Sharing overly detailed information about content moderation is considered a 
security risk, as moderation practices can be gamed, or circumvented (Gerrard, 2018). If 
knowledge about the lack of human moderators or their work conditions becomes gen-
eral, it can harm the company brand. Thus, moderators tend to keep a low profile not 
only because of the non-disclosure agreements (NDAs) they have signed but also because 
they face threats both online and offline; consequently, we protect our interviewees by 
not revealing any identifiable information. Approaching content moderation work from 
various angles gave us a sufficiently comprehensive understanding of the field to allow 
us to look beyond individual moderators and identify challenges and struggles with cur-
rent platform logics on a broader level. With the aid of the deep and diverse knowledge 
of the field, our informants’ perspective highlights not only the insights gained in terms 
of content moderation work but also how, ideally, moderators could contribute to the 
development of online culture, both with and without machinic forces.

The division between the logic of care and the logic of choice inductively emerged 
from empirical data analysis when the practices of moderators were examined. We then 
introduced the framework to content moderators, to learn that it resonated with their 
aims. The closer the content moderators are, or have been, to online communities and 
everyday conversation flows, the more likely they are to criticize the effectiveness of 
their work. It is from this critical space that the moderators’ understandings of ideal work 
emerge. When explicating this, they do not merely point out the limitations of current 
practices; rather, they would like to see them repaired. Thus, finally, we discuss how 
experienced moderators speculate on the ways human–machine collaborations could be 
used in imaginative and novel ways to produce better solutions for governing online 
conversations.

Engaging with moderator generations

The empirical work that led to the framing of content moderation practices with the 
notion of logic of care started in Helsinki with the first author’s participation in a master 
class for content moderators from fall 2015 to spring 2016. The class involved introduc-
tory lessons and actual moderation tasks, accompanied by free-flowing discussions with 
around 10 moderators. After laying the foundations for fieldwork among content mod-
erators with the aid of the master class, we continued data gathering by means of partici-
pant observation and interviews. We have been able to experience how content moderation 
is done in practice, the processes and tools applied, and the kind of content addressed by 
commercial moderators. This sensitized us to the mental burdens of the work and the 
interpretative and evaluative dimension of moderation: to how difficult it is to accurately 
define “hateful speech” or the limits of “freedom of expression.”

The second author conducted interviews in 2018 to deepen findings concerning con-
tent moderation, with purposively sampled informants (15), hand-picked with the aid of 
an experienced moderator. The number of experienced commercial content moderators 
is small in Finland and many of them have worked for the same platforms over a period 
of 16 years. By exploring content moderation within a longer time-frame, we could trace 
the development of moderation work. The informants’ moderation-related careers varied 
from 2 to 15 years. The more senior among them might have started as online community 
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managers, but ended up working as content removers, or supervisors of other moderators 
due to the changing online environment and increasing levels of content. They were also 
part of the platforms’ emerging trust and safety teams.

Most of our informants have experience with fairly large online platforms by Finnish 
standards (thousands to tens of thousands of messages daily). They have mainly been 
employed by platforms specializing in conversational fora, working with the modera-
tion of anonymous textual content. One of the informants had only worked as a volun-
teer moderator, but because of the similarities between professional content moderation 
and community moderation, his long-term experience was useful for our study. The 
informants’ experience covers the crafting of moderation policies, building online com-
munities through community management, and developing technical tools for modera-
tors. They have conducted content moderation practices manually, and some have been 
responsible for “training” AI. Interviewees who worked on the technical side of content 
moderation and platform development described automation processes in detail and 
critically assessed human–machine collaborations. Moderators who were merely apply-
ing and using the developed automation tools in everyday moderating practices viewed 
the machine in a more one-sided manner, mainly as a welcome aid in easing the monot-
onous removal task.

The opportunity to dive into the reflections and working experiences of moderators 
revealed the difference between moderator generations: moderators with long-term work 
experience started their careers at the beginning of millennium and had lived through the 
early days of social media; in comparison, those currently working in the field have a 
more distant relationship to their work and are more likely to perceive it as temporary. 
This difference led to the recognition that experienced moderators cared for the online 
conversations and platform developments in a way that the younger generation did not. 
Experienced moderators had played a part in building services and platforms in a nascent 
digital environment, working with its promises of participatory culture in ways that felt 
personally rewarding. They tend to have profound knowledge of platforms and an ability 
to see beyond current practices. With the understanding of how platforms are failing, 
they are eager to think of how they could be repaired. Our study gave them a venue to 
discuss development ideas that they had tried to promote within the companies where 
they worked, typically with insufficient response from the management.

In order to contextualize the perspective of content moderators further, we sought 
additional historical depth by interviewing three experts who pioneered the creation 
and development of online discussion platforms at the end of 1990s. For insights on 
future developments, we interviewed representatives from three Finnish companies 
offering AI services for content moderation. With the mounting public pressure to 
prevent and remove problematic content, companies are turning toward greater auto-
mation of content moderation and AI services routinely present their technologies as a 
catch-all solution to detect and filter hate speech and misinformation (Gollatz et al., 
2018). We have closely followed Utopia Analytics, a Finnish company that specializes 
in automating content moderation, a service which has, for instance, been utilized in 
the largest Finnish online forum, Suomi24 (Finland24), since 2017. The company 
brands itself as having the aim to “bring democracy back into social media.” The ser-
vice that it offers is a text analytics AI technology which analyzes the corpus of data in 
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a given website, and then proceeds with the actual moderation tasks. At first, this takes 
place alongside human moderators who test and train the decisions of the system, and 
then the latter takes the role of supervisors, controlling machine-made decisions in 
controversial and less straightforward cases.

Our fieldwork culminated in a workshop where we presented findings on the mod-
eration profession, the temporalities of moderation work, and human–machine associa-
tions to a group of 13 professional moderators. In addition to validating and clarifying 
our findings, the workshop turned out to be a welcome channel for peer support. Many 
experienced moderators were unemployed at the time, or seeking employment in other 
fields, underlining the fact that commitment to high-quality moderation is not a com-
pany priority. Content moderation tends to be treated as an extra cost rather than an 
opportunity to innovate and develop the platform. Machine forces are typically intro-
duced as a replacement for human labor; automated tools are supposed to take care of 
removal at scale. From the perspective of labor studies, automation is regarded as 
replacing deskilled labor most effortlessly (Attewell, 1987), as it aids in the replicable 
aspects of work.

As we demonstrate, AI-enhanced moderation has become important for the way mod-
erators imagine their work; “the machine” has gained a significant role in formulating 
ideal moderation work and the future logic of care. Yet, the machine is treated by mod-
erators in a remarkably different way to that suggested by AI promoters, who sell the 
service of optimizing moderation tasks by delegating them to machines. Moderators are 
extremely critical of AI systems adopted with an economic logic to reduce human labor, 
emphasizing, like experts in the field, that the integration of such systems requires care-
fully designed and implemented human–machine collaboration (Gollatz et al., 2018). 
Time and again, moderators emphasize that AI systems cannot operate on their own, and 
that the final responsibility for moderation tasks should always be human-led. The simul-
taneous appreciation and critique of machine powers suggests that moderators approach 
technologies with caution and enthusiasm. They pursue collaboration between people 
and technical infrastructures but their work needs to be supported and enhanced with the 
tools that they are offered. With the focus on the logic of care, we are better equipped to 
recognize such collaborations, a theme to which we turn next. In light of AI-driven 
advancements, figuring out the appropriate division between machines and humans in 
terms of content moderation remains a pressing task. In terms of the logic of care, users 
and moderators, technologies and platforms, are all interrelated, and it is these relations 
that need attention and supervision.

Content moderation and the logic of care

The logic of choice covers the selecting, deleting, and keeping of posted messages, while 
the logic of care is more far-reaching in its goals. The messages removed by moderators 
do not only have content that qualifies as illicit and offensive—the aspect receiving the 
most public attention; they may also be posted in the wrong place, contain private con-
tact information, unsolicited advertising and marketing or spam, or be duplicates. The 
logic of care tackles all kinds of “mess” and “disorder” in the platforms, not merely 
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focusing on illegal or improper messages. Care is an ongoing process, aimed at maintain-
ing and improving the overall platform culture.

While the logic of choice is fairly easy to pin down in terms of work practices, the 
logic of care consists of various kinds of relationalities that underline the entangled 
nature of moderation practices in terms of people and technologies (see Table 1). In light 
of the logic of care, moderation work is an ongoing process that covers tools and prac-
tices that go beyond individual moderators and their removal decisions. The logic of care 
remains platform-specific in the sense that it can involve work teams, volunteers, stake-
holders, and technical tools in various ways, producing its own situated versions of care 
logics. For instance, moderation practices can involve flagging or deliberation by sub-
committees of volunteers (Crawford and Gillespie, 2016).

The technical tools which Finnish moderators have employed over the years have 
typically been in-house: built to serve the needs of the moderators, with the resources at 
hand. Ideally, such tools make the context of the messages visible in terms of their con-
tent and who has posted them. While advancing the discussion culture, the logic of care 
requires responsive negotiation of what is suitable for a particular community (Seering 
et al., 2019); thus, content moderation is not a passive screening process, but continuous 
negotiation over desirable content. Here, the logic of care resonates with the notion that 
“communities evolve over time as a result of rule-breaking, rule-making and rule-
enforcement” (Sternberg, 2012, cited by Seering et al., 2019: 4).

Based on our empirical material, we could detect a shift away from the logic of care 
in moderation practices. In the early days of social media, the moderators’ aims were to 
attract users, spark online discussion, and guide it organically through participation: to 
build, care for, and curate the discussion culture. As discussion fora grew in popularity, 

Table 1. Commercial content moderation in light of Mol’s (2008) logic of care.

Logic of choice Logic of care

•• Emphasizes the role of the decision-
maker, either the human moderator 
or the machine.

•• Covers the selecting, deleting, and 
keeping of posted messages.

•• Moderation is solution-oriented: the 
unit of analysis is the message or 
the words in the message; there is a 
clear distinction between good and 
bad, morally right and wrong.

•• Technologies are instruments; they 
are means to an end and the more 
effective these means are, the better.

•• The logic of choice believes in 
policies and machine-led “one size 
fits all” services that can effectively 
conduct yes/no evaluation.

•• Moderation is an interrelated and open-ended 
process, which requires interaction between 
the parties involved: users, moderators, and 
technologies are all participants in moderation.

•• It covers community management, the 
selection and supervision of volunteer 
moderators, and stakeholder interaction: for 
instance, with advertisers, civil servants, or the 
police.

•• Moderation is contextualized; the 
interpretation of messages is made in relation 
to the whole discussion, interaction, and 
history.

•• It seeks to curate online discussions by 
educating writers about their own behavior 
and guiding them toward an improved 
dialogue.



8 new media & society 00(0)

companies faced a new challenge; in addition to building desirability in order to generate 
new visits, they needed moderators to govern and control the produced material. 
Increasing numbers of messages generated an upsurge in inappropriate posts, and from 
the economic point of view, the desirability of a platform was dependent on keeping 
conversations clear of spam and offensive material.

With the flood of messages transforming the real-time participation of early content 
moderators in the direction of post-screening and more distant surveillance of online 
material, maintaining the moderators’ role as caring professionals became more difficult 
to achieve. In one of the conversational platforms in Finland, signs of intensifying online 
harassment were visible around 2004–2005. Writers started posting, on a larger scale, 
content that was disturbing to moderators. In terms of upholding a good conversational 
space, the goal of the logic of care is to turn the negative into the more tolerable. It seeks 
to curate online discussions by educating writers about their own behavior and guiding 
them to an improved dialogue. Even if the ideal—healthier public discussion—might be 
difficult, if not impossible, to realize in the current online culture, it remains important 
for shared understandings of how content moderation should be practiced. As Mol (2008: 
25) argues, “Care makes space for what is not possible.”

Committed to real-time conversation

Earlier research has recognized the importance of temporality in content moderation, 
discussing it in terms of pre-screening and post-screening (Gillespie, 2018; Roberts, 
2016). The aim of pre-screening is to ensure that only ideal content is published, while 
editorial guidelines, policies, and rules governing the content posted shape and curate the 
discussion in advance. Inevitably, pre-screening blocks instantaneous discussion flow, as 
the messages are first reviewed, possibly also edited, and then published after the delay 
(Thurman, 2008). For a content moderator committed to fostering conversation spaces, 
pre-screening is regarded as blocking conversation as it inserts temporal hurdles in the 
ongoing discussion. As one of the moderators explains,

With pre-screening, we would have no authentic discussion. The messages would arrive with a 
delay and the whole thread would be a mess: people would comment on the old stuff and then 
pre-screened messages would suddenly pop up.

As this comment makes clear, the emergent and organic nature of the conversation—
its liveliness—should be actively protected. In light of the logic of care, “real time” is a 
characteristic of the online culture that moderators think needs to be a focus of attention, 
otherwise the discussion “regresses,” as one of the moderators explains, and “becomes 
like an email list.” If the discussions lose their temporal rhythm due to moderation deci-
sions, the appeal of the online site, tying users to the continuous dynamic of the conver-
sation, is lost. When explaining the characteristics of a well-curated platform, moderators 
emphasize monitoring the discussion flow rather than individual posts, suggesting that 
the posts need to be seen in the context of the discussion thread. Contextualization of the 
messages can lead to their contradictory valuation if provocative; from the perspective of 
the platform, provocation is valuable, as it generates discussion, more visits, and greater 
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user involvement. Return users link the moderation work to a platform’s economic logic; 
indeed, users are the currency of platforms, an indication of success (Roberts, 2018). 
From the moderators’ perspective, however, provocative messages are laborious as the 
discussion can quickly escalate and proceed in an inappropriate direction, requiring a 
moderator’s presence.

The goal of maintaining the organic conversational rhythm underlines the rationale 
for moderators to separate their aims from those of traditional media, following the prin-
ciples of pre-screening and editorial review. In addition, by distancing themselves from 
pre-screening, moderators distance their platforms from the regulation and cultural/polit-
ical responsibility that restrict media publishers. Content moderators were vocal about 
this, highlighting their stance in the following manner: “If we did advance moderation, 
we, as a platform, would be responsible for all published content following the rules, 
policies and laws, as it would already have passed the review.” The simultaneous com-
mitment to the protection of conversational rhythms and the avoidance of pre-regulation 
suggests a professional positioning that cares for the online conversation at the same 
time as it avoids responsibility for content. Platforms have worked hard to maintain a 
public image of neutrality (Roberts, 2018), with moderators talking about freedom of 
expression to explain their position, thereby signaling the avoidance of excessive regula-
tion. Yet, they also understand, through hands-on experience, the tensions and difficul-
ties of limiting online content. As one of the moderators describes,

It might not be easy to distinguish whether the message should be evaluated as a statement, an 
intention or a threat. Depending on how its motive is interpreted, the message is categorized as 
either illicit or appropriate—as it is legitimate to share opinions in a neutral way.

Extreme and hateful speech is constantly evolving and highly creative in that it can 
take into account company policies on what is understood to be proper. Word filters only 
work to a certain degree, because words can be written incorrectly to bluff the filter, for 
instance, with an extra space, or a hyphen. Furthermore, in some cases, the words per se 
might not be illicit, while their overall aim most certainly is. One of the interviewees 
describes a post with a detailed exploration of a painting picturing a prostitute. The auto-
mated content filtering removed the message, because it contained the word “whore” and 
the machine could not contextualize the message as the critical analysis of a painting. 
Instead of complaining about the removal, a new message from the same writer appeared 
shortly after with nearly the same content, but with the word “whore” replaced by “a 
naked woman.” Obviously the writer knew why the message had been taken down, but 
wanted to make the point heard. With this example, the interviewee illustrates the role of 
users who continue to push against platforms, challenging and shaping them with their 
participation (Gerrard, 2018; Gillespie, 2018: 23).

Gillespie (2018: 197) argues that we have handed “the power to set and enforce the 
boundaries of appropriate public speech” to platform companies, but from the modera-
tors’ perspective, those boundaries are far from consistent (Carmi, 2019: 450). When 
discussing the difficulties of drawing the line with regard to appropriate content, the 
moderators point out that logic of choice is used for governing conversations: platforms 
behave like publishers when they manually remove content, or algorithmically delete, 
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downrank, and deprioritize it. At the same time, however, moderators admit the dif-
ficulties of applying a binary logic to public speech, especially when a machine is 
involved in the moderation process—think of irony, for instance (Nikunen, 2015). 
Nonetheless, platforms perform as if it were possible to maintain a consistent logic 
that selects what is posted, although this is a task that is close to impossible, which 
explains why platforms are so opaque and secretive when it comes to content moderation 
(Roberts, 2018).

Efficient but distant moderators

As suggested above, inappropriate content could be material that is not posted according 
to the topical arrangement of the discussion forum—a post about cats when the subject 
is dogs, for example—whereupon such content is interpreted as harmful to platform 
order. In fact, talking about a wrong car type in a designated conversational area might 
generate a verbal war, underlining the importance of forum order to writers. Yet, during 
our fieldwork, moderators talked lengthily about the tensions associated with the removal 
of messages, noting that writers often find such action difficult to understand and accept:

If a carefully crafted message is removed, the writer can swoop angrily in by email and request 
an explanation for the deletion. When a lot of time is spent on writing a message and the 
removal is not understood, it seems like eliminating it is unfair and requires an explanation.

Moderators justify why they do not comment on separate removal cases by referenc-
ing their workload. As Elinor Carmi (2019) describes, removal decisions are made “as 
fast as automated machines” (p. 450), within seconds. Working full-time as a content 
moderator for a discussion platform can involve reading, interpreting, contextualizing, 
and finally removing or keeping up to 1500 messages daily. Moderators underline that 
only messages that violate laws and company policies are deleted. As one of them puts 
it, “You need to be able to justify your removal decisions reliably, for anyone, anytime.” 
Messages that require more evaluation are often reviewed with a team, in order to avoid 
decisions that cannot be defended. While retaining messages that are “neutral enough” 
means that a lot of forum content might be considered hateful or illicit by its readers, 
moderators might still underline that no false removal decisions should be made, depend-
ing on the platform. Others have internalized platform aims of speed and efficiency and 
argue that false removal decisions are inevitable. With the aid of AI, more possibilities 
are emerging for messages never to be published and undesirable content to be swiftly 
rejected. Services that seek removal at scale, proactively analyzing all uploaded content 
pre-publication, are bound to generate false positives, raising concerns about erroneous 
decision-making and over-policing of content (Gollatz et al., 2018).

A decade ago, a moderator could publicly explain why a message violated the rules of 
an online discussion. Often, after getting feedback, the writer either personally modified 
the message or deleted it altogether. The work of the moderator helped writers internalize 
the moderation principles and the logic was caring and educational, rather than punitive 
(see Myers West, 2018). In ideal conditions, content moderators made themselves unnec-
essary as cleaners; they no longer had to engage in removal work, as they had taught 
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writers to avoid emotional overheating and to handle their tensions in a civil manner. 
While caring for the conversational culture, the moderator did not have to focus on delet-
ing messages but, rather, worked according to the principal that the online conversation 
was an ongoing process that required care and maintenance in order to flourish (Seering 
et al., 2019). The volunteer moderator explains, however, that this kind of care work is 
no longer possible due to the volume of messages: “In recent years, the group has become 
so huge that we need to keep it quick-and-dirty. Delete, without explaining in a detailed 
manner why it was removed. Everyone can read the rules, and hopefully follow them.”

Over the years, technical tools have been developed to streamline screening and delet-
ing problematic content: for instance, by automatically grouping, detecting or deleting 
messages with certain word combinations. Moderators rely on the efficiency of such 
tools, but express dislike for how automated screening targets only problematic content, 
with the result that it restricts the moderator’s view of the conversational culture and 
limits the potential to curate it. “It is almost impossible to get a proper view of how the 
conversation is developing,” one of the moderators explains. Another describes how the 
technical tool that their company uses exercises its own logic of choice and bundles 
together inappropriate messages, noting, “You only read those and not the ‘real’ conver-
sation.” Here, the experiences of moderators also vary, however, depending on the avail-
able tools. One of the moderators describes how the positive side of using the sorting tool 
is that you can structure the daily work according to message types: balancing the tasks 
of mass deleting and more detailed problem-solving.

Inevitably, technical tools distance moderators from conversations if they are not 
cleverly combined with the more encompassing aims of the logic of care. The modera-
tors underline that the more distanced they are from the actual discussion, the less they 
have to offer as custodians of the platform. As one of them explains,

When the moderation is conducted afterwards, only when the content is reported, you usually 
cannot influence the flow of discussion. Therefore, I see that the challenge is that post-screening 
fails to take into account the actual writers and contributors, who are the most important in 
terms of platform culture; instead, the work is done for readers or viewers. The contributors and 
writers are the critical group, which is why practices to support them should be developed.

Discussions are cleaned for readers and messages are deleted in order to maintain a 
purified public arena; however, the moderators lack mechanisms that would aid them in 
building a more self-aware conversational culture. Here, the moderators reference the 
transparency of moderation in much the same way as Gillespie (2018: 199), endorsing 
technical tools that would allow writers to follow how and when they post and why their 
messages are removed. Moderators believe that if their practices were made more visi-
ble—as maps or charts, for example—it would assist the efficient navigation of conver-
sations that are “wild” or “clean,” depending on the topic discussed. In conversational 
platforms, removed messages could, for instance, be used in generating “heat maps” to 
demonstrate which discussion areas, or topics, produce inappropriate content. If writers 
could see the patterned nature of discussion—how certain kinds of messages are repeat-
edly posted or deleted—perhaps it could have an effect on what people post; if not, at 
least it could generate important exchanges about the meta-characteristics of 
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an anonymous discussion. One of the main problems of current online culture is the 
impossibility of seeing the scale and spread of harmful content. A view, enabled by the 
data gathering of platform companies, of how coordinated harassment gathers momen-
tum would be instructive for all readers and writers and allow a public intervention, or 
response in terms of condemning it.

Depending on the platform and topics discussed, the moderators point out that 
removed content is seldom more than 10% of all posted messages. Thus, the vast major-
ity of human-generated posts meet the requirements of acceptable content. We were able 
to check this estimate by getting access to the percentages of removed messages on one 
of the biggest online forums in Finland. With the exception of a few specific discussion 
areas, in which the number of deletions was exceptionally high, removed messages were 
no more than 1–3% of all posted content. In terms of daily moderation practices, with a 
high volume of posted messages, these figures can still translate into great amounts of 
removed messages. Moderators value freedom of expression, but they realize that it cre-
ates problems and, once those are solved, others will arise. As with democracy, the man-
ner of conducting online conversations continues to evolve through trial and error. Thus, 
the logic of care that moderators promote extends to provocative and heated messages 
that might be labor-intensive and require active participation and curation. It is those 
messages, however, that are central to adjusting the discussion culture.

Hopes for human–machine collaboration

As suggested above, commonly used technical tools support the logic of choice, which 
aims to enhance the speed and efficiency of content removal, rather than the logic of 
care, with its goals of curating discussions. Gillespie (2018: 209) notes just how little 
technical innovation has supported user participation at the level of governance by invit-
ing users either to participate in design processes or deliberate on values in terms of 
online culture. The same lack of innovation characterizes governance practices that con-
tent moderators could promote: better technical tools would offer a view to how discus-
sions develop in terms of emotional or topical waves and how individual posts are 
distributed and by whom. Moderators need tools to combat those who purposefully game 
the system in order to harass others, repeatedly reposting the same messages.

As the moderator’s work mainly focuses on the removal of negative and harmful 
content, it is distorting in terms of understanding what is going on within the platform. 
The technical arrangements naturalize the fact that moderators are confronted with brutal 
“dirt” and “waste” (Gillespie, 2018: 121), yet the mentally draining nature of moderation 
work is a direct consequence of this. Regularly exposed to cruel and vicious material, 
one of the moderators noticed that she was stricter with removal decisions at the begin-
ning of her work shift than toward the end; emotionally, the work has a numbing effect 
and even though she is conscious of it, it is challenging to avoid it fully. In line with this, 
she emphasized that, at their best, AI-led solutions provide the consistency that a human 
reviewer lacks. As the promoters of automated moderation underscore, the machine tire-
lessly executes moderation tasks in a schematic and pedantic manner, following the rules 
derived from the training data with no exceptions.
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Ultimately, however, AI is far from consistent. Even if a machine functions with pre-
cision, with a low margin of error, its quality as a content moderator can remain question-
able. As one of our interviewees explains, the machine struggles with short and long 
messages. The short messages do not have sufficient relations between words for calcu-
lations, while negative content can disappear from long messages, because the machine 
counts how negative a message is overall; a single harmful or inappropriate element—
quickly picked up by a human reviewer—is not enough to alert the machine. Because the 
machine focuses on relationships between words and calculates probabilities, if fails to 
recognize civilized insults and beautifully written dirt (Gröndahl et al., 2018).

When taken together, the strengths of machines that moderators recognize are related 
to the efficiency of the machine when exercising a logic of choice by following the rules 
derived from the training data (see Figure 1). Yet, the weaknesses of machines are simi-
larly related to their dependence on training data. Moderators train the machine to per-
form in the future, enabling well-functioning real-time moderation practices to be 
realized. The machine gradually learns on the basis of moderators’ past removal deci-
sions and finally executes removal tasks according to existing training data. As one mod-
erator describes, machine training requires the manual review of messages in order to 
produce a training dataset good enough for the machine to rely on:

We are teaching the machine so that it can become more autonomous. Subsequently the 
human’s role [in relation to the machine] becomes supervisory and the human can concentrate 
on participating in the discussion. The moderators’ participatory role would then motivate users 
to discuss. That way, the moderator would not be in the background, but a visible actor in 
charge of the discussion.

The machine has its limitations with interpreting content; it has no empathy, sense of 
humor, or understanding of irony or sarcasm, merely mirroring decisions previously 
made by moderators. Machines slavishly execute removal tasks based on the training 

Figure 1. The strengths and weaknesses of human reviewers and machines compared.



14 new media & society 00(0)

data. When language and expressions change and new terms are adopted as inappropriate 
nicknames, moderators are quick to interpret, contextualize, and learn, but the machine 
only gradually adapts to the decisions made by human moderators, which means that the 
machine is not up to date. One of the moderators describes the “machine delay”:

In a way the machine is working with itself—with the examples of moderated messages that it 
has—but the moderators are working with users, so that the discussions stay clean. The machine 
reads the messages after the fact—it is made smart by human moderators—but it does not 
create anything new; it merely models the old. Human moderators indicate the direction to the 
machine; they are the important link and interpreter.

As this quote makes obvious, the moderator sees herself as a steward of the machine, 
in charge of the removal decisions rather than the machine, which can only be as capable 
as the examples that it is given. The machine cannot adapt to the online conversation, 
because they are not as steady and consistent as it would require. It can learn to mirror 
the probabilities of the conversation, but it does not care how the conversation develops, 
or what is at stake in terms of public culture.

Conclusion

The goal of this study has been to re-humanize platform operations—a research move 
that is useful for exploring the complexities of online practices, including human–
machine collaborations. We have argued that a focus on the logic of care in commercial 
content moderation interrupts the dominant platform logic by opening for exploration the 
aims and ideals that moderators have with regard to their work. With the goal of expand-
ing their professional realm by realigning users, moderators, and technical tools, mod-
erators have turned to machines as potential saviors of their work-related ideals. Unlike 
promoters of AI systems, portraying the machine as a replacement for human modera-
tors, professional moderators maintain that automation transforms rather than substitutes 
human involvement in content moderation. In seeking improvements, moderators articu-
late an assisting role for the machine that evaluates the appropriateness of messages by 
following a pre-defined logic of choice. With the aid of AI-led systems, moderators 
could realign their work to apply the care logic and cultivate conversation by guiding the 
behavior of discussion participants, while the machine tirelessly sorts out dirt and waste, 
and deletes. Ideally, the machine frees up human resources for real-time interaction with 
writers online, which is labor intensive, but also more efficient for long-term aims. In 
other words, moderators express an ideal division of labor that delegates the tedious 
cleaning work to machines and frees moderators for more challenging work, consisting, 
for instance, of educating online communities and training and supervising machines.

When the moderators distinguish the labor of the human from that of the machine, 
they are, however, still attached to the current platform logic. The idea that machines 
exercise choice and humans engage in practices that align with the logic of care is limited 
in terms of rethinking content moderation. Instead, the quest for better technology should 
critique any pre-defined division of labor between the human and the machine. As Mol 
(2008) reminds us, the logic of choice and care cannot be entirely separated; both are 
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incorporated into, and mixed with, the practices of which they are elements. Instead of 
using the machine to root out illicit content—which always happens after a post has 
already appeared—machine-led or machine-enhanced solutions should be integrated 
into the work of supporting both moderators and users in the governance of the online 
culture. In order to disrupt the current logic, AI should become part of promoting prac-
tices of care in a more comprehensive manner, without ignoring the logic of choice. In 
line with this, the civic commitments of users, moderators, and platforms would have to 
become an integral part of technical initiatives. One way to work in this direction is to 
think about how moderators’ work might be technically supported at the level of govern-
ance and with the orchestration of public culture.

With the goal of re-humanizing discussion platforms, we call for technical innovation 
that celebrates the strengths and merits of humans in relation to machines. Rather than 
acknowledging human skills and resources in terms of moderation tools and discussion 
culture, current platform logic forces the moderator to operate like a machine—“a human 
cleansing device” (Carmi, 2019: 451). The moderation tools slice the discussion into bits 
of text with the consequence that the moderator—rather than the machine—must slav-
ishly sort through the unwanted and negative content. The current discontent of modera-
tors and their quest for better technical tools becomes understandable within a platform 
logic that forces them to diminish their skills and vision as moderators and as humans. 
They are, thus, trapped in a cycle of responding to one post at a time rather than offering 
a meta-perspective to the discussion by overseeing and nurturing it. With the emphasis 
on re-humanizing the platform, our study calls for liberating content moderators from the 
machinic role to which they are assigned, and treating them as protagonists of past, pre-
sent, and future online cultures.
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